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Abstract

Reliable anomaly detection (AD) in photovoltaic (PV) mod-
ules is critical for maintaining solar energy efficiency. How-
ever, the development of robust computer vision models
for PV inspection is limited by the scarcity of large-scale,
diverse, and balanced datasets. In this study, we intro-
duce a spatially conditioned denoising diffusion probabilis-
tic model, PV-DDPM, designed to generate anomalous elec-
troluminescence (EL) images across four PV cell types:
multi-crystalline silicon (multi-c-Si), mono-crystalline sili-
con (mono-c-Si), half-cut multi-c-Si, and interdigitated back
contact (IBC) with dogbone interconnect. PV-DDPM en-
ables the controlled synthesis of both multi-defect and single-
defect scenarios by conditioning on binary masks that rep-
resent structural features and defect positions. To the best
of our knowledge, this is the first framework that jointly
models multiple PV cell types while allowing simultaneous
generation of diverse anomaly types. We also introduce E-
SCDD dataset, an enhanced version of the SCDD dataset,
comprising 1,000 pixel-wise annotated EL images spanning
30 semantic classes, and 1,768 unlabeled synthetic samples.
Quantitative evaluation shows our generated images achieve
a Fréchet Inception Distance (FID) of 4.10 and Kernel In-
ception Distance (KID) of 0.0023 ± 0.0007 across all cat-
egories. Furthermore, compared to training on the original
SCDD dataset, training the vision–language anomaly detec-
tion model AA-CLIP on E-SCDD improves pixel-level AUC
and average precision by 1.70 and 8.34 points, respectively.
Code and data are publicly released to ensure reproducibility.

Code — https://github.com/sntubix/pv-ddpm
Dataset — https:

//huggingface.co/datasets/shivahanifi/extended-scdd

1 Introduction
Solar energy plays a key role in the global transition toward
clean and sustainable energy, driving continuous advance-
ments in photovoltaic (PV) technology. The rapid expansion
of large-scale solar farms, comprising thousands of PV mod-
ules, has increased the demand for efficient cleaning, mon-
itoring, and maintenance. Although PV panels have an ex-
pected lifespan of up to 25 years, they degrade at an average
annual rate of 0.5%, which can increase significantly due to

Copyright © 2026, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

environmental stress and material aging (Jordan et al. 2016).
To address these degradation challenges, advanced monitor-
ing methods, particularly imaging-based techniques such as
electroluminescence (EL), have become essential for detect-
ing and localizing anomalies (Jahn et al. 2018; Köntges et al.
2014; Maziuk et al. 2023).

Advances in robotics and artificial intelligence (AI), es-
pecially computer vision (CV), now enable automated PV
inspections (Iqbal et al. 2019). CV-based defect detection
is emerging as a promising approach for predictive mainte-
nance in industrial PV applications. However, these meth-
ods are constrained by the scarcity of large-scale, diverse,
and well-annotated EL datasets that represent a wide range
of defect types and cell architectures (Deitsch et al. 2019;
Fioresi et al. 2022; Pratt, Govender, and Klein 2021).

To address these challenges, we propose a diffusion-
based, mask-conditioned framework for generating syn-
thetic EL images of defective PV modules, offering pre-
cise spatial control over defect placement. This approach en-
hances dataset diversity and supports the development of ro-
bust anomaly detection (AD) methods for automated PV in-
spection applications, including autonomous robotic inspec-
tion systems. To the best of our knowledge, this is the first
work that explicitly separates different PV cell architectures
and enables the generation of multiple defect types within a
single sample.

The main contributions of this work are as follows:

• We propose PV-DDPM, a denoising diffusion probabilis-
tic model (DDPM) (Ho, Jain, and Abbeel 2020) condi-
tioned on binary masks of PV defects and features. It
is capable of synthesizing realistic EL images for four
PV cell types and architectures: multi-crystalline silicon
(multi-c-Si), mono-crystalline silicon (mono-c-Si), half-
cut multi-c-Si, and interdigitated back contact (IBC) cells
with dogbone interconnects.

• Our method enables the generation of both single and
multiple defect types in individual samples, increasing
variability and realism in training data.

• We introduce the E-SCDD dataset, an extension of
the SCDD dataset (Pratt, Mattheus, and Klein 2023),
comprising a total of 2,786 EL images. It includes
1,000 pixel-wise annotated images spanning 30 seman-
tic classes (14 intrinsic features and 16 defect types), and



1,786 additional unlabeled synthetic images.
• We train and evaluate AA-CLIP (Ma et al. 2025), vision-

language AD model, on SCDD and E-SCDD, achieving
a pixel-level AUC of 94.96 and AP of 55.47, exceeding
SCDD by 1.70 and 8.34 points, respectively, demonstrat-
ing E-SCDD’s effectiveness for robust, fine-grained AD.

The rest of this paper is organized as follows: Section 2
reviews the state-of-the-art in synthetic EL image genera-
tion and PV defect detection. Section 3 introduces the E-
SCDD dataset and Section 4 details the proposed method-
ology. Section 5 presents a comprehensive evaluation of our
method and dataset. Finally, Section 6 summarizes the key
findings and explores promising directions for future re-
search.

2 Related Work
EL Datasets
Modern PV defect detection employs various imaging
modalities such as EL, photoluminescence (PL), infrared
(IR), ultraviolet (UV), and visual RGB imaging. Each
modality differs in imaging conditions, sensitivity, and suit-
ability for specific cell architectures and defect types (Maz-
iuk et al. 2023; Rico Espinosa, Bressan, and Giraldo 2020;
Herrmann and Jahn 2021). Among these, EL imaging is the
most widely used, with numerous datasets varying in scale,
annotation detail, and cell-type diversity. Table 1 summa-
rizes the most relevant publicly available datasets, providing
information on the number of labeled and unlabeled images,
annotation formats, class coverage, and supported cell archi-
tectures. While datasets such as ELPV and SDLE provide
image-level labels for a limited number of classes, datasets
like PVEL-AD offer bounding box annotations for larger
collections. The SCDD dataset is one of the most compre-
hensive, providing pixel-level segmentation masks with de-
tailed labeling across 29 classes, 16 defect types and 13 in-
trinsic features. Considering SCDD’s extensive coverage of
cell architectures and fine-grained annotations, we adopt it
as our baseline. We further extend it by adding a new fea-
ture class and incorporating additional real and synthetic EL
images, resulting in the proposed E-SCDD dataset (see Sec-
tion 3).

Synthetic Data Generation
Generative models have become central to addressing the
data imbalance in EL datasets. Among these, generative
adversarial networks (GANs), notably deep convolutional
GANs (DCGANs) and their variants, are widely adopted for
synthesizing realistic EL images (Luo, Cheng, and Zheng
2019; Romero et al. 2023; Liu et al. 2024; Guan et al.
2025). SIGAN (Su et al. 2021) introduces a spatial iden-
tity loss to preserve background structures while generat-
ing realistic defect patterns, ensuring consistency in non-
defective regions. Designed primarily for data augmenta-
tion in semantic segmentation, SIGAN was released with the
EL-2019 dataset and demonstrated notable improvements in
segmentation performance. In a related approach, attention-
enhanced GANs (Zhou et al. 2023) improve visual realism

by incorporating spatial attention mechanisms to better cap-
ture complex interactions between defects and background
textures.

Complementary to GAN-based methods, physics-driven
approaches synthesize EL images based on solar cell behav-
iors, such as current-voltage (I-V) curve modeling (Fioresi
et al. 2022). These methods offer physically grounded sam-
ples that enhance model robustness (Li et al. 2021). Al-
though less common, they offer the advantage of embedding
domain knowledge and addressing class imbalance.

Hybrid strategies that combine GANs with domain adap-
tation techniques have also been explored to reduce the
distribution shift between synthetic and real data, showing
promise in enhancing generalization for real-world defect
detection (Shou et al. 2020).

Recently, diffusion-based generative models have
emerged as a robust alternative to GANs. Unlike GANs,
which often suffer from mode collapse or training instability,
diffusion models, such as denoising diffusion probabilistic
models (DDPMs) (Ho, Jain, and Abbeel 2020), generate
images through a gradual denoising process, enabling more
stable training and improved diversity in the synthesized
samples. The Photovoltaic Defect Image Generator (PDIG)
based on Stable Diffusion (Li et al. 2025) is a recent work
applying Stable Diffusion with domain adaptation modules
to synthesize PV defect images. However, it generates only
a single defect type per sample and does not account for
diverse cell architectures.

Despite significant advancements, challenges remain. Ex-
isting approaches predominantly target a limited number of
common defect types (e.g., cracks, shunts, finger interrup-
tions) and often generate only a single defect type per image,
limiting diversity and realism. Additionally, the generation
of synthetic EL images across diverse PV cell types, such as
mono-/multi-c-Si, half-cut mono-/multi-c-Si, and IBC dog-
bone designs, has received no attention, leaving a gap in the
comprehensive modeling of real-world module diversity.

In this work, we address these limitations using a mask-
conditioned DDPM (Dorjsembe, Pao, and Xiao 2024),
which enables explicit control over cell type, defect type,
and the number of defects per image.

Anomaly Detection
Recent research on AD in EL images of PV cells spans
supervised segmentation and detection models as well as
unsupervised and self-supervised approaches developed to
mitigate dataset scarcity. Fully supervised models achieve
precise localization and classification when sufficient an-
notations are available. SEiPV-Net segments 24 classes us-
ing class-weighted loss functions to address label imbal-
ance (Joe et al. 2023). Similarly, (Hanifi et al. 2026) ex-
tend this approach to 29 classes by employing a combination
of different encoder–decoder architectures. For instance-
level localization, BAF-Detector employs a bidirectional at-
tention feature pyramid to capture multiscale defect repre-
sentations (Su, Chen, and Zhou 2022). To reduce annota-
tion costs, several unsupervised and semi-supervised meth-
ods adapt general-purpose AD frameworks to EL imagery.
Wave-Flow (Yang, Zhang, and Ma 2025) models nonsta-



Dataset Labeled Unlabeled Annotation Classes
(def./feat.)

Cell types

ELPV (Buerhop-Lutz et al. 2018) 2,624 – image-level 4 / – mono-/multi-c-Si (earlier
generation)

E-ELPV (Grisanti et al. 2024) 2,624 – image-level 6 / – mono-/multi-c-Si (earlier
generation)

SDLE (French, Karimi, and Braid 2019) 1,028 – image-level 3 / – multi-c-Si
PVEL-AD (Su, Zhou, and Chen 2023) 36,543 – bounding box 13 / – multi-c-Si
UCF (Fioresi et al. 2022) 11,851 17,000 region-level 10 / – mono-/multi-c-Si
EL-2019 (Su et al. 2021) 540 – pixel-level 3 / – multi-c-Si
SCDD (Pratt, Mattheus, and Klein 2023) 695 150,000 pixel-level 16 / 13 mono-/multi-c-Si, half-

cut, IBC dogbone
E-SCDD (Ours) 1,000 151,700 pixel-level 16 / 14 mono-/multi-c-Si, half-

cut, IBC dogbone

Table 1: Summary of publicly available EL datasets, including the number of labeled and unlabeled images, annotation type,
number of annotated classes, and PV cell types represented.

tionary multi-c-Si textures using wavelet-domain normal-
izing flows, while hybrid inpainting models inspired by
DRAEM (Tan, Shi, and Chen 2023) leverage context atten-
tion and masking for defect restoration. Recent frameworks
such as MLA-SDAL and ISLAD (Chang et al. 2024; Han
et al. 2025) incorporate attention-based scale alignment to
improve robustness to illumination and manufacturing vari-
ability. Although these approaches improve generalization
compared to fully supervised networks, their scalability to
unseen defect types and diverse cell architectures remains
limited.

Vision–language models (VLMs) such as CLIP (Rad-
ford et al. 2021), WinCLIP (Jeong et al. 2023), CLIP-
AD (Chen et al. 2025), and AA-CLIP (Ma et al. 2025) en-
able zero- and few-shot AD by aligning image and text em-
beddings. In this paradigm, textual prompts describing de-
fect concepts are compared with image embeddings to pro-
duce similarity-based anomaly maps. This approach sup-
ports open-vocabulary detection, weak localization, and ef-
ficient bootstrapping of labels for active learning. Neverthe-
less, VLMs have not yet been systematically evaluated on
PV EL datasets.

AA-CLIP (Ma et al. 2025), with its alignment-aware at-
tention pooling and adaptive fine-tuning mechanisms that
enhance cross-modal consistency and anomaly sensitivity,
is particularly well suited to the fine-grained, spatially lo-
calized defect signatures in EL images; therefore, this work
adopts and evaluates it for PV AD.

3 E-SCDD Dataset
We introduce the E-SCDD dataset, an extended version
of the original SCDD dataset (Pratt, Mattheus, and Klein
2023), designed to improve class diversity, semantic gran-
ularity, and representation across multiple PV cell architec-
tures.

The original SCDD dataset comprises 695 annotated EL
images with detailed pixel-wise masks spanning 29 seman-
tic classes, including 16 defect types and 13 intrinsic fea-
tures. Figure 1 illustrates representative annotations, high-
lighting three feature classes (ribbons, sp mono, sp multi)
and three defect classes (corrosion cell, inactive, crack). De-

Figure 1: Representative ground truth annotations. The first
row shows (a) EL image CSIR00391 with annotated fea-
tures ((b)ribbon, (c)sp multi) and defect ((d)corrosion). The
second row shows (e) EL image CFVS00027 with defects
((f)crack, (g)inactive) and feature ((h)sp mono).

tailed class explanations are provided in the supplementary
materials.

With the E-SCDD dataset, we introduce a novel intrin-
sic feature class, sp multi halfcut, increasing the total num-
ber of semantic classes to 30. This addition allows a more
precise characterization of the distinctive features of half-
cut multi-c-Si cells. Furthermore, we refined the annotations
corresponding to the half-cut multi-c-Si cells, relabeling the
spacing as sp multi halfcut instead of original sp multi labels.

Additionally, to address class imbalance and further diver-
sify the dataset, we annotated 110 additional real EL images
from the original SCDD’s unlabeled pool. Images were cho-
sen to ensure representation across four cell types: mono-c-
Si, multi-c-Si, half-cut multi-c-Si, and IBC dogbone cells.
Samples for each cell type were selected randomly and ini-
tially screened to ensure sufficient image quality prior to an-
notation. These new annotations include 40 images of multi-
c-Si cells, 43 images of half-cut multi-c-Si cells, 14 images
of mono-c-Si cells, and 13 images of IBC dogbone cells. It
is important to note that the fifth cell type, half-cut mono-c-
Si cells, remains underrepresented due to limited availability



in the original dataset and the absence of samples in the un-
labeled pool.

To ensure annotation consistency, we developed an inter-
active annotation assistant tool that provides concise class
definitions and visual examples, along with image-based and
class-based search capabilities. This tool is publicly avail-
able in the project’s GitHub repository.

The annotation process was carried out on the Roboflow
platform 1 following a structured three-stage protocol:
• First, an annotator labeled selected samples, using

Roboflow’s Smart Polygon tool (a Segment Anything
Model (Kirillov et al. 2023) we fine-tuned on SCDD
dataset).

• Second, the initial annotations were independently re-
viewed by a CV domain specialist with expertise in PV
systems to ensure semantic correctness and consistency.

• Finally, a senior PV technology expert carried out a thor-
ough quality assurance review prior to the integration of
the annotated samples into the E-SCDD dataset.

Consequently, the total number of annotated real EL im-
ages increased to 805.

In addition to the real images, we generated 195 synthetic
EL images, annotated using the same procedure. This syn-
thetic set covers four PV cell categories: 80 IBC dogbone,
65 mono-c-Si, 30 half-cut multi-c-Si, and 20 multi-c-Si cell
images. Furthermore, 1,768 unlabeled synthetic EL images
are included to facilitate additional studies. The methodol-
ogy for synthetic data generation and the selection criteria
are detailed in Sections 4 and 5.

The proposed E-SCDD dataset consists of 1,000 anno-
tated EL images of PV modules, comprising 695 original
images, 110 newly annotated images from SCDD, and 195
annotated synthetic images, with pixel-wise ground truth
masks across 30 semantic classes (16 defect and 14 intrinsic
feature classes), along with 1,768 unlabeled synthetic im-
ages.

4 Methods
PV-DDPM: Photovoltaic Denoising Diffusion
Probabilistic Model for Conditional EL Image
Generation
To synthesize EL images of PV modules, we adopted a
mask-conditioned image generation framework based on a
denoising diffusion probabilistic model (DDPM) (Ho, Jain,
and Abbeel 2020). Our approach, inspired by prior work in
medical image synthesis (Dorjsembe, Pao, and Xiao 2024),
extends conditional diffusion models to the PV domain. Fig-
ure 2 provides an overview of the proposed PV-DDPM ar-
chitecture and its conditioning masks.

Conditioning Masks To accommodate different cell
types, defect types, and spatial distribution of defects in the
generated EL images, PV-DDPM is conditioned on binary
masks that explicitly encode this information.

To create these informative conditioning masks, we first
categorized the EL images and their corresponding ground

1https://roboflow.com

truth annotations into four groups based on the spacing class
annotations: mono-c-Si (sp mono), multi-c-Si (sp multi),
half-cut multi-c-Si (sp multi halfcut), and IBC dogbone (sp
dogbone).

Each ground truth annotation was then used to generate
binary segmentation masks in two forms:

1. Background mask: highlights all pixels belonging to the
background (bckgrnd) class in white, with all other pixels
in black. This mask captures the complete set of features
and defects present in the EL image.

2. Feature-defect mask: identifies all feature classes in the
EL image, rendering their pixels in white. For each de-
fect class, it then creates a binary mask that combines the
relevant feature regions with that specific defect.

This subclass-conditioned formulation offers two key ad-
vantages. First, it increases the number of training image-
mask pairs. Second, it enables the model to learn category-
specific structural and defect patterns, thereby enhancing the
fidelity and diversity of the synthesized EL images. Figure 3
depicts four samples of the EL images and their correspond-
ing background and feature-defect masks.

Conditional Diffusion Framework In the PV-DDPM
framework, a forward process progressively corrupts an im-
age with Gaussian noise, while a learned reverse process re-
constructs it. Given an input image x0, the forward process
defines a Markov chain q(xt | xt−1) with additive Gaus-
sian noise over T timesteps. The noisy image at timestep t
is given by:

xt =
√
ᾱt · x0 +

√
1− ᾱt · ϵ, ϵ ∼ N (0, I) (1)

A cosine noise schedule proposed in (Nichol and Dhari-
wal 2021) is adopted to compute the variance schedule ᾱt,
which stabilizes training by avoiding abrupt transitions near
t = 0.

The reverse process employs a U-Net denoiser to predict
the added noise. The model is conditioned on binary masks
that highlight regions of interest (both defects and struc-
tural features), which are concatenated channel-wise with
the noisy input image. This conditioning strategy enables
targeted reconstruction of cell types and defect patterns.

Training Procedure We trained the model for 1,000 dif-
fusion steps using the Adam optimizer (learning rate 5 ×
10−4, batch size 8), with gradient accumulation for mem-
ory efficiency and an exponential moving average (EMA) to
stabilize weights. An L2 reconstruction loss guides training,
with early stopping based on validation loss (patience of 10
epochs) to mitigate overfitting.

The model is initially trained on the complete dataset
encompassing all PV cell categories. To specialize genera-
tion for specific cell types, we then fine-tuned on category-
specific subsets. While the mono-c-Si and multi-c-Si cate-
gories provide numerous high-quality samples, the remain-
ing categories have fewer and often lower-quality examples,
which affects the quality of the generated samples.




